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MySQL++ is a very advanced API allowing access to MySQL databases through the use of C++. It is composed to take advantage of the STL and anyone who has used the STL before should become familiar almost instantly with this interface. The structure is very object oriented but is implemented as a wrapper around the C interface. The are several objects that need some explaining, the query object and the result sets. The set up for MySQL++ takes a little while and some patience. It requires the user to build the correct libraries and have several paths set correctly, although there are several versions (which is kind of nice), including one for g++ and Visual Studio.
The query object is the suggested way of executing queries. It inherits from string stream, allowing you to write to it like any other stream. This will aid in the formation of queries substantially. Template queries are also acceptable, allowing you set up queries with replaceable parameters. 

There are two ways results can be returned: static and dramatic. In the dramatic result set there are several ways for this to be returned also, constant, semi-constant, and truly mutable, letting the user trade performance for mutable data. The results are constructed similar to that of the STL containers, and have iterators that are compatible with several of the STL algorithms. 
Dramatic data is returned in containers similar to random access STL containers. The data can even be accessed with the array syntac ( [][] ). You can also use the column names to access the data via the[], such as [5]["projects"]. Mutable result sets can be created without an actual query so that you can take advantage of these methods to aid in inserting data into the database with out having to first create an unnecessary query.

For static result sets, there are several rules. First, it is assumed that the programmer knows what the result set is going to look like. Because of this all the information about the columns, including the names, are lost. Next, the returned data is stored in some STL container such as vector, map, list, multimap, etc.

Now that the basics have been explained, it’s time to jump in and start learning the syntax. To be able to access all of the nifty features available the mysql.++.h needs to be included. The first thing that needs to be achieved is a connection must be made to the server. This is done by creating a Connection object. When creating this object, you can specify a large list of parameters or just a few, such as which type of database is being used. After the connection object is made, a call to connect(), a sort of a quick connection, or real_connect() is made. The real connection requires the user, host, password, port, etc., whereas the connect only requires the database name (the other parameters are default values of “”). An example of this syntax is listed below:
Connection connection(use_exceptions);

connection.connect(database); 



    //quick connect

connection.connect(database, host); 


    //quick connect

connection.real_connect( database, host, user, pass, port ); //real connection

After the connection is made, you will probably want to perform some queries. First a query object should be created by calling the query() member function of you connection object. Each time a new query is made a call to the query objects reset() member function should be made.

Query query = connection.query();

query.reset();
If the query is one that doesn’t require anything to be returned (such as update, insert, etc.) the execute() member function is called.

query << “UPDATE tablename SET column = 10 WHERE column > 10”;

query.execute();

For a query that has a result set a Result object must be created and a call to store() is used instead.

query << “SELECT * FROM tablename”;

Result result = query.store();

This result set can be iterated through like containers in the STL.

Result::iterator itor;


for (itor = result.begin(); itor != result.end(); ++itor)


    . . .

The iterator is usually cast to a Row object which contains all the information for that tuple. The field names for the table can be obtained by calling the field_names() member function of the result object. The returns a FieldNames object which can also be iterated through.
There is much, much more information obtainable through many of these classes and MANY other classes available for use. Basically anything that you need is readily available. Also a very nice exception handling is implemented so all of the queries and connections exceptions can be handled properly without terminating the program. There are several others things I didn’t cover here, but I think you get the basic idea.
